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Why probabilistic relational data?

« Relational data is increasingly probabilistic Russell [cacm'1s]
— DeepDive (>7M tuples) Niuetal. [ICDM'12], Shin et al. [VLDB'15]
— NELL machine reading (>50M tuples) carlson et al. [AAAI'10]
— Google Knowledge Vault (>2BN tuples) Dong et al. [KDD'14, VLDB'15]
« Data is inferred from unstructured information using
statistical models
— Learned from the web, large text corpora, ontologies, etc.

— The learned/extracted data is relational

« Extraction rules usually specified in first-order form

Smokes(x) A Friends(x,y) = Smokes(y), weight =3




Grounding Lifted inference

FOL — grounded graph Certain structural properties

liftable: inference
scales well with

data size

Inference #P hard ® | PTIME ©
in practice: sampling ’|T'9x

i B
Dichtomy results, e.g.: Rd \npy no grounding
Dalvi, Suciu [VLDB'04, JACM'12] | necessary!
Re, Suciu [VLDBJ'09] \( — super fast

S(x,y) Tiy)

Fink! Olteanu [PODS'141

Can we perform approximate inference without first grounding?
Focus: self-join free conjunctive queries (sf-CQs), ranking answers




Experiments: ranking query results on TPC-H
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1. Theory: Upper bounds on the
probability of monotone DNFs

2. Practise: Approximate lifted inference
with probabilistic databases




Network Reliability Boolean Functions
f=trueiff s & t connected f=path1lV path2V path3

X1 Y1 paths 1 & 2 not independent!
.<§>‘ f=@’ \ @ V X5);
S t P[f] = P[x;,IPly;vy,] + PIx  P[x,),]
X2 Y2 = P1 919> + Pp1 P
Plx] = p;, Ply;] = g 1-(1-q,)(1-q,)

"independent or"

More general:

Calculating P[f] is #P hard ®

Provan, Ball [SICOMP’83]




Dissociation of Monotone Boolean Functions (Intuition)
Original network

X1 Y1
fz@/l \ @ VX5,
S t P[f] = P[x1]Ply vy.] + Px;[P[x,y-]
X2 Y2 = P1 919> + Pp1 P

“Dissociated” network | |
X4 Y1 f'@1V@VX2y2
=X1Y1 Y (x1'V Xx2)y,
> P[f'] = @1 p1 Py

2 2

Read-once formula
Serial-parallel graph Calculating P[f] is in PTIME ©

Now, how to choose p and p' ? Gurvich [1977]



Oblivious Bounds for disjunctive Dissociations

Now, how to choose p and p' ?

} }
f'@IV@VXZyZ

P[x]

P[x,']



Oblivious Bounds for disjunctive Dissociations
(an algebraic framework)

Now, how to choose p and p'? | |
FORVED V0,

__—Oblivious upper bound
pi2p,p;'Zp

___ Oblivious lower bound
prp;=p

1

G,Suciu [TODS'14]




1. Theory: Upper bounds on the
probability of monotone DNFs

2. Practise: Approximate lifted inference
with probabilistic databases




Conjunctive Queries & Probabilistic Databases (PDBs)

Query in SQL Schema Query in Datalog
SELECT distinct T.C R(A) Q(z):- R(x x,Y), T(y,z)
FROM R,S,T AB \) \/y
WHERE R.A=S.A ) Instance Results
and S.B=T.B {C R 3 A B Tm Q.
\Jom 0.5]a

o-AalbloAbl|e U041
0.7]dNO.&la | Cc FO-8l c | e 0.39| f
\(}Td dto-sld| f /‘

Promise of PDBs:
ranking of output, due
PDBs to uncertainty of input

DBs
Query complexity | NP-hard >#P hard Problem of PDBs:
Data complexity | PTIME © #P hard ® ~— ranking is hard

Vardi [STOC'82]  Dalvi, Suciu [VLDB’04]
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Background: Evaluating Probabilistic Queries

Q;:- R(X), S(xy), T(xy) PIIMEQ (e
I ST I hierarchical P
pilafcps{a|bf—rsalb
P dEa clrralc Xy R TPY

psld]cf—red]c Rlo PP
P[Q] = p1p3ps V P1PaP7 v P2PsPs Sloo s(x,y/) T\(X’y)
= P1(P3Pe V P4p7) v P2(PsPs) Tlo o \probabilistic ’

Read-Once formula Incidence matrix query plan

Qz- R(X), S(xy), T(y) #P hard ®

not "hierarchical”
RIN sENE] T}
pilaps{a|bf—rsb
P, d E alc —/p7 C Xy
pYd| c R|o
P[Q] = p1p3Ps v P1P4P7 V PaPsP- ? v

NO Read-Once formula Dalvi, Suciu [VLDB’04]
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The idea: Dissociation
Q- R(X), S(x,y), T(X,y) PTIME ©

"hierarchical"

RN sPE T
Pl a P34

birsalb
psza Cl—p7ac Xy
pa{d|cf—psd|c ﬁ o
P[Q] = p1p3ps V P1PaP7 V P2PsPs Slo o
= P1(P3Ps V Pap7) V P1(Psps) Tlo o
QZ:- R(X)’ S(Xay)’ T y)
RN s "B
P1]|a p{a|bf—rsb
pzdxma cl—pdc | XYy
\ps dic /

R
P[Q] = p1pspe v P104P7 V P2PsP; \;&

o0 o
O O




The idea: Dissociation

Q- R(x), S(x.y), T(x.y) PTIME ©
R N eI A B hierarchical
pilalk—p{a|bl—prslalb
psza Cl—p7]alc X Y

Ps dlc —Pg] d|c ﬁ o
P[Q] = p1p3ps V P1PaP7 V P2PsPs Slo o
= P1(p3pe Vv Pap7) v Po(PsPs) Tloo

Qé:- R(x), S(x,y), T(x,y) PTIME ©
R ST Tm hierarchical
HE % a|bi—rsalb Query
p|d NJHaler—a c Dissociation y

pYd | cf—pAd]|cC

P[Q%] = p1p3pe v P1PaP7 Vv P2PsP;
= P1(P3Ps V PaP7) vV pzp5/p7'
Read-Once formula © “dissociati

X
Rlo
\S\oo
T % o

on of tuples

g S(xy)  T(xy) y
Can be evaluated
with a DMBS
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The idea: Dissociation

p ™\
Q- R(y). Stey). Ty)| 2 PTIME© (s
JA S Query nierarchical /Mp
pll a|bf—psjalb :p6' b Dissociation P, T(y)
pi'la|cf—rda c/p7c Xy ‘
P2 d C—p5‘d C R O§ D<P
P[QY] = p1p3pe v p1'Pap7 Vv PaPsP; S |o O R(%y)  SPoy)
— ! T O — g
P1P3Pe V (P1'P4 N PaPs)Py
\ J
Q- R(x), S(x,y), T(xy) 1 PTIME © B \
[ s[E T[T hierarchical L
.| a ﬁ albf—rsalb Query R(X)/ .
P2 d % da|C—pP71a|C Dissociation ﬂ T_y
ps{d|cf—rAd]|c \SR\O DP
AT — I O O
P[Q2] : P1P3Ps V P1P4P7 V Pzpsp7l The o CSKkY) TR)
= P1(P3Pe v P4P7) Vv P2PsP7 Can be evaluated
Read-Once formula © ™dissociation of tuples with a DMBS
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Partial Dissociation Order and Propagation

Q;:- R(x), S(x), T(x,y), U(y)
Def. “Partial dissociation order” <:
A<A' < Vrelations R : Var(R2) o> Var(R2)

T xy
Rlo e
S{o e
T|lo o
Theorem 1: U
A
[ A<A' < P[QY] <P[Q"] Ype] S(r) ol
Slo e S|o Slo e
T|lo o T|lo o T|lo o
Lo g oo gitoe,
. . . A A
Def. “PTIME dissociation”: . ,—X7>2<Ty>3<—x—y\
Ais PTIME < Q2%is PTIME Rloe Rlo. Rl
T|lo o T|lo o T|lo o
U o) L_o) Ule o
S A_/
Def. “Propagation score”: O ey
minimum prob. of all PTIME dissociations >1°
U o)

p[Q] = IVIINA:safe P[QA] I
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Partial Dissociation Order and Propagation

[Theorem 2:

Isomorphism b/w PTIME
dissociations and probabilistic query plans:

PIQ"] = P[PA]

J

70 . N 6w )
[L]p p
<~ R \
R S Ty) ULY) " y
minimal it < /
\_ ) ) T(xy) Uly))
\ A A
4 f \ n?y N 5f TEF_)X N\ 3 f TCp N
l‘><1p [‘><1P [L]p
e ® sl < RKS(L) ",
AN %"\ p
LR{sm Ty) | \R(T(x,y) ow | L Teow u

7

Corollary: Propagation is minimum over all
minimal plans:

|

Xy
Rlo @
S{o e
Tlo o
Ule o
./
/ A =~
4 Xy 5(_)W\ 6 Xy
R[o @ Rlo @ Rlo
Slo e S|o Sjo e
T|lo o T|lo o T|lo o
U o Ule o Ule o
1(_xy 2 Xy 3—r
Rlo @ Rlo Rlo
S|o S|jo e Sl|o
Tlo o T|lo o T|lo o
U o U o Ule o
O 1xv
Rlo
S|o
Tlo o
U o)
N~

plQ] =

MINA : minimal in < P[PA]

QB:' R(X)’ S(X)’ T(X’y)’ U(y)
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Method that allows to upper
bound any hard self-join-free
conjunctive query with any
standard relational database ©



What else you will find in the papers and TR

All proofs

Multi-query Optimizations

Deterministic tables and FDs

- Conservative extension of all PTIME queries

- Conservative extension of standard SQL
Detailed Evaluations on synthetic TPC-H data
Generalizes network propagation to hypergraphs
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Take-aways

Problems

@ Ranking over uncertain databases is #P-hard
@ No native support of uncertainty in databases today

Proposition: Approximate lifted inference w/ DBs © PTIME
- works fast & accurate (recall experiments at the beginning)

upper bound: efficient ranking & "filtering"

can be implemented in any existing DBMS

strict generalization of all "safe queries" for sf-CQs
deterministic approximation: reproducible

Current work:

extending this to CQs with self-joins

Please come to our poster tonight. Thanks!
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Algorithm for enumerating al
Q(x) :-

R(y,u,v), S(x,y,z,u), T(x,z)

Step 1: project on all minimal sets of

EVar(q) that disconnect the query: TVar(q)

X

<

(%

O

N i X

® O 0|
®@ 00|

Step 2: join discon-
nected components

C

y ulv

R
G

O O‘O

E

S
T

O O O|O
O @ @O

minimal query plans

rT|Yy zZ uv HVar(qg) = {x}
R| jo oo EVar(q) = {y,z,u,v}
S O 0 O
Head, Existential
Top / \
TVar,(q) = {y,u} TVar,(qg) = {z}
e
T_y’u I e T I
N /N
¢ G, Tyu T(x,2)
Ty T, ‘
\ \ .
R(y,u,v) X / \
/ T S(xay72 ’U,)
S(x,y,z,u) T(x,z) ‘
R(y,u,v
J \ ( ) J




Optimization 1

Qg:- R(x,2), S(y,u), T(z), U(u), M(x,y,z,u)

___________
/N /N /N /N /N /Y

I B B
S SO S S SN
S D DI D D D
= = =
EEEECECEEEN)
5358354
NN KK R &K
Q& & o o S g
X X X X X X
pﬂw pLy pﬁ PF p—uﬂ pﬂﬂ
ORCEEBORNEE)
2 ESHE =
Y Sy 55
Qs Q=
7 X X o X X
S afaP S afad

s
s
OF
s
T

R R RS S S
T——T-—T —W——W——W—
& = o | & =g
X X X JIX X X
al & altle? &7 oF
(rpll. S W\ E k k

1
1 1
1 1
S s S s
N N N S
33733
Z./(\(\ Z./(\(\
35 5 53 =
Eov 8
= 5482 34
MWW@WW
o ISH o ISH
= X x B X x
N Ao
& L &
P qup_uﬂp WWPM
X 2 o X 2 =
N T3 N T3
Q ~ . ~ .
%fx\(y\pﬂfx\(y\
TEATES
=, X X & X X
ISH s}
Q| & | &
MM%MM%
_i_ I — |
pM = K =
RO
g 2]l &2 =
r D] ® &K
ISH IS H
pM pM X X
N
Q, Q, S
M M S
&= =
2 :
S =
=, =
ISH ISH
X X
a | af
rWL 5
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Optimization 2

24



Optimization 3: Deterministic semi-join reduction

BV (z,y,z,u, PR, DS, PT,PU,PM) i—
R(z,z,pR), S(y,u,ps), T(2,pr), U, pv), M(z,y, 2,4, par)

R*(z,2,pr) :— BV (x,y, 2,u,pR, DS, PT, PU, PM)
S*(y,u,ps) :— BV (x,y, z,u,pR, ps, DT, PU, P )
T*(z,pr) :— BV (z,y, 2,u,DR, DS, PT, PU, PM )
U*(u,pv) :— BV (%,y,2z,u,pR, Ps, PT, PU, PM)
M*(z,y,2,u,pm) :— BV(z,y,2,u,pR, Ps, PT, PU, PM )

Deterministic join allows database to find optimal query plan for
reducing the number of tuples prior to probabilitic evaluation




Using further schema knowledge: Baseline

T|Z|Yy U

= {z},1u}}

TVar(q)

_________
/N 7N /N /N /N /N

S S 3 3
U SO N S NN
S S DD D D

= = =
T T R NS W
NN KK N &
& & Qo 9 S g
X X X X X X
pﬂ pWPﬁ pﬁ pﬂpﬂﬂ
))))))
S 2R3
2 E =K E S

a sy B w

~ — —— N ~—

— — — /N /N

—_ —_— ~—~ Y ~
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4: Functional Dependencies: preprocessing step

x z|y u
W |blold o
ql R(X1Z)1S(y1u)1T(Z)1U(u)’M(X1yiz’u) R b]o
FDs: z! x,u! vy glbbl
10
|
"Sound and complete adaptation: at each h Ul e ®
recursion of the previous algorithm, TVar(q) = {{x,z{y,u}}
dissociate eagerly all implied FDs
- J

Stars in matrix do not
change query reliability

6! PR(2).T@). "t RS0y, U),U(“)’M(X’y’z’u);&;

(@) = min ..!@! P S(y, u),U(u),"@'! P T(2),R(X,2),M(X,Y,Z,u)

Projection on 2 variables at once

Functional dependencies simplify and reduce number of query plans
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5: Deterministic Tables: adapted step 1

XZYylu
\
q:! RYx,z),S(y,u), T%z),U(u),M (x,y,z,u) S R
U !
RATT 11
; Ta[r
Sound and complete adaptation of step 1: -
if x €lall prob tables =!it must be in TVar TVar(q) = {{u}}

1 (q) = @ IO'U(u),'@y P S(y, u),"@! P Td(2),RYx,2),M(X,V,Z,U)

Here, deterministic tables reduce to one simplified query plan
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4 & 5: Natural extension of all known safe queries
X Z[y U

g g M|

q:! RYx,z),S(y,u), T%z),U(u),M(x,y,z,u) S I
U I

1 single algorithm for enumerating RA[1T 1 |11
all minimal query plans !!! T 1|1

TVar(q) = {{u,y}}

Query is safe iff query enumeration
algorithm returns one single query

1 (q) = @' IO'U(u),S(y,u),"@a"! P T9(z),RYx,2),M(X,Y,z,u)
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SQL translation Variant 1

Deterministic SQL
"#"'$%&'(1%()$%&!*)+%(,)-".
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% % DE*™*9R./$$4*5%F%S$.2./$$4*5

% % '3 %R./$$A*5%GCFYE>LIBY
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% % DE*"™*9R./$$4*5%F%S$.2./$$4*5
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'3l GB23206)+ 440656 %
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H? U$6%".
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SQL translation Variant 2

Deterministic SQL
"#'$%&'(1%()$%&!*)+%(,)-".

/0,182344#("0586+0%!344586+0%
78"0"&1*1344-" &98AI*I344-".
+)'&A*4+0%-" &9&A*4+0%-".

+)'&A%)+1 & ("8
+)'&41*1344-" &<98& =>

U

"#$ %'()* %,%*-+.&.%=C%1".1"*0
1"*'&*%'()* %C%

%
%
%
%
%
%
%

¥)*180%.2.1$$4*56%$.2$ " &4*56%=C<=%

S'H#? WB/$$)+*"%C6%=""&./$$%=C6%=""&%=
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'3l %2$"&4*5%F%$.2$""'&4*5
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3! %R./$$4*5%GFB
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I"HS 08’ ()* %,%*-+.&.%=%1".1"*0
1"+ &* 08" ()* %%

%
%
%
%

F)*188%62%" &4*56%=<=%

,H? %C6%=""&%=

DE*"* %2$"'&4*5%F%$.2$"&4*5
I"#$ A %<$2$"'&4*56%=<=0

=

I"H$%68. () %, %6*-+.8.96".0

1" &* 08" ()* 94.96.
F)*180R3'&+#34*569689::<=>0h %
2

%
%
%

%
%
%
%
%
%
%
%
%
%

9*)*1 8083 & +#34*56%=<=@:A<%%
D Yieel)r=6

% 9%)*180B<.23'&+#34*56%:B<$.2$"&4*56869:B<=>%%

% "#2%

% % 9%)*189R3'&+#34*56%.2./3$4*56%%.2$"84*56%C<=@HE<:
% % ["H? WBISS)+ "V O CHmm BB

% % DE*"*9R./$$4*5%F%$.2./$$4*5

% % bl S LLBlmils> /0 VB Yo

% I"#I$ YB YB<.23'&+#34*56%:B<$.2$" &4*5>UA

DE*"* %2$" &4*5%F%:A<$.2$"84*5

Vo iR S mimniiitet> O/ O/
I"#/$ %o %<.23'&+#34*50

I"H$%6&. () %, %6*-+.8.96"/.0

1" &*06& () * %66
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2
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%
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%
%
%
%
%
%
%
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%
%

%
%
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%
%
%
%
%
%
%
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,H? Glmmdiel)0=6
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Bougding Boolean Formulas by Models

#I{ "4 S #HH S #HHSD
' B }#.

08" $, #Y B, HH.$.
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. }#' 198" # $, HU$.
6&()+&-"/012" @
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Oblivious Bounds, Relaxation & Compensation, Models
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Quality: Big Picture

P

MAP@ 10

S

"%
"$

I"#

!"**(

I

!ll*#+

") (&

")+&

1" &1

o \O,L)(\"Z% \0&9‘92?’ \Oxklré&’%@’( 00

20 values for S1: {500, 1000, ..., 10k}
» 28 values for S2: {%red%a, ...}
* 10 values for avg[! |]: {0.05, ..., 0.5}

* >120k datapoints per method
randomized database instances

Random ranking
AP@10=0.220



MC quality depends on avg|[! ], Lineage ranking is robust

MAP@10

g sty | (T " D — TR
T "4 R R e e s 4 S
avg[pa] of top 10 answers # of MC simulations
e 4.5k simulations * 65k data points for MC
per MC data point « 6k data points for D,L

*0.1<avg[!.]<0.9

Hﬁ/—hi_/_;(\/-
n [ . . .
1

max[linéage size]

e l. =const
e avg[! .] = const



Dissociation Quality depends on avg]! |] and avg[" ]
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2ol w) better |
&'$t —
o & &'H%
F' | | VL
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&)t &'1% Dissociation better
&' (% | &1  [—MC(K) |
——avg[p;] =0.050.1,...0.45 &'&% . —MC(3k) |
—e—avg[pi] =0.5 ——MC(10k)
&'( ‘ ‘ ‘ & ‘ ‘ ‘
! # $ % ! " # $ %
avg[d] avg[d]
 Evaluate both plans independently * MC: best regime: 0.1 < avg[!.] <0.9

* For all plans avg["] < 1.1 for best
combination



What is the value of exact Probabilistic Inference?

Exact probabilistic

#or 1
inference
T .879 «— Ranking by "relative
- input weights"
‘C_|) :
® o |
%!"&) :
= o
M&r .
T b PSS ineage s
") {{—avg[pi] =0.1 &
——avg[pi] =0.4 )
—avg[p;] = 0.5 I"&
Y '& _!"% '$ I"# !
Scaling factor f "% |
g | .220 «<— Random ranking
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Number of minimal plans (#MP), total plans (#P),
and total dissociations for star and chain queries

120 541 > 10F 42 197 > 10°
720 4683 > 10° 132 903 > 10°

5040  47293> 10% 429  4279> 10%?
seq k! A000670 X 1) |l seq A0D0D0108 AO01003 21X

k-star query k-chain query

K |#MP  #P # k| #MP #P #

1 1 1 1| 2 1 1 1
2 2 3 4 3 2 3 4
3 6 13 64| 4 5 11 64
4 24 75 4096 5 14 45  409¢
5 6

6 7

7 8

"HP%E&'($H)*+#,-.[#$0120'30#'2450+$#6,"78'0#-'3937*10(8&#*)#.'%0:0+#;2450+$<



Timing experiments (Big Picture)
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Relation query optimizations
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